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POST-TRAINING QUANTIZATION EFFECT ON
SMALL UAV DETECTION: A SIZE-STRATIFIED

Introduction

UAVs (Unmanned Aerial Vehicles) now play a significant role in the modern
world. These devices are used across many domains: military operations,
architecture, media production, rescue missions, and more. Their widespread
adoption in military context grew rapidly starting from 2022, driven by the Russian-
Ukrainian war, which demonstrated that even low-cost commercial UAVS are
effective military assets for reconnaissance, targeting, and strike missions [1]. The
conflict revealed that small drones could level the playing field against a stronger
opponent — Ukraine’s domestically produced UAVs caused an estimated $130
million in Russian military losses at a cost-to-destruction ratio of roughly $670 per
dollar spent [2]. Over one million drones have been deployed since the start of the
full-scale invasion, and both sides developed counter-drone systems in response [1].
For computer vision, this raised a concrete engineering problem — developing
effective UAV detection methods that can run on various sensors and hardware,
including standard cameras, and ideally on low-resource edge devices deployed in
the field.

Right now, computer vision is more about deep learning than traditional
algorithmic approaches with filters and pixel operations. The deployment challenge
is real — how to run trained neural networks (NNs) efficiently on edge devices with
limited compute, so they can detect UAVs in real time on small low-resource
systems. This is where quantization comes in.
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Quantization is a model compression technique that reduces the numerical
precision of a neural network’s weights and activations. By default, NN weights are
stored as 32-bit floating-point numbers (FP32). Quantization converts them to lower-
precision formats — FP16 (16-bit float) or INT8 (8-bit integer). This reduces model
size and speeds up inference at the cost of some accuracy [3]. In this work, Post-
Training Quantization (PTQ) is applied — meaning quantization is performed on an
already-trained model without any retraining. PTQ is the most practical approach for
real-world deployment, as it requires no access to the original training pipeline and
can be applied to any pre-trained model [4]. The quantization process is executed
using NVIDIA TensorRT [5], which compiles model-specific GPU kernels and
performs INT8 calibration using a representative subset of the validation dataset.

The analysis of similar studies shows that the effect of PTQ on general object
detection is well-documented: with proper INT8 calibration, mAP drop is typically
under 1-2% [3]. YOLO-based detectors have been widely studied in the context of
guantization [6], and detection of small UAVs has been addressed in dedicated
benchmarks such as the Drone-vs-Bird dataset [7]. However, existing quantization
studies report only overall mAP across all object sizes, while UAV detection
research focuses on detection accuracy without considering deployment constraints.
No prior work has systematically measured PTQ degradation across object size
categories specifically for UAV datasets, which leaves open the question of whether
small targets — the most safety-critical case in counter-UAV systems — are
disproportionately affected.

So the aim of this research is to measure how PTQ affects UAV detection
accuracy across different object sizes, using COCO size thresholds [8] (small: area
<1024 px?, medium: 1024-9216 px?, large: > 9216 px?) as a standardized metric for
size-stratified evaluation. The detector is trained on the Real World Quadcopter
UAV Detection dataset [9] and exported to FP32, FP16, and INT8 TensorRT
engines for comparison.

Math background

To understand the quantization process, it is necessary to examine its
mathematical foundation. Float-type weights are converted to integer-type values in
the range [—128, 127]. The quantization from FP32 to INTS is performed according
to formula (1):

g = round (g) +z (1)
where:
x — is the original floating-point value;

g — is the resulting quantized integer value; S — is the scale factor; Z — is the zero-
point offset.
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After weight conversion, calibration on the validation dataset is required. This
step is necessary because the converted weights have never processed real data, and
the model needs to adapt its scale parameters for each activation layer. Parameters
Z and S are then determined so as to minimize the quantization error.

To determine whether a detection is correct, Intersection over Union (loU) is
used. A detection is considered correct if loU > 0.5. If IoU = 0, the predicted
bounding box and the ground truth bounding box do not overlap at all. The IoU is
calculated by the following formula (2):

loU = |A NB|

|AUB]

(2)
where:

A —is the predicted bounding box;
B — is the ground truth bounding box.

Precision and recall were also used as metrics for comparison. Precision
represents the fraction of correct detections among all detections produced by the

model. Precision can be calculated as follows (3):
TP

" TP+FP

3)
where:

TP —is the count of correct detections (true positives);

FP —is the count of incorrect detections (false positives).

Recall represents the fraction of ground truth objects that were successfully

detected. Recall can be calculated as follows (4):
TP

" TP+FN

(4)
where:

TP — is the count of correct detections (true positives);

FN — is the number of ground truth objects the model failed to detect (false
negatives).

Average Precision (AP) summarizes detection performance across all
confidence thresholds for a given loU value. As the confidence threshold varies,
Precision and Recall change, tracing a Precision-Recall (PR) curve. AP is defined
as the area under this curve and is calculated as follows (5):

AP = [ P(R)dR (5)
where:
P —is the precision;
R —is the recall value.
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In other words, AP captures the trade-off between Precision and Recall across
all possible confidence thresholds, providing a single scalar that reflects overall
detection quality at a fixed loU threshold.

Mean Average Precision at loU threshold 0.5 (mMAP@50) is the AP value
evaluated specifically at loU = 0.5. Under this criterion a predicted bounding box is
counted as a true positive if its overlap with the ground truth exceeds 50%. This
metric reflects whether an object is detected at all, but is relatively tolerant of
imprecise localization. In the context of quantization, MAP@50 indicates whether
INT8 conversion causes the model to miss objects entirely rather than simply shift
their predicted coordinates.

Mean Average Precision averaged over loU thresholds from 0.50 to 0.95
(MAP@50-95) is a stricter metric that jointly evaluates detection and localization
quality. It is computed as the mean of AP values at ten evenly spaced loU thresholds
and is calculated according to formula (6):

mAP = 0.1 X ) AP, (6)
where:
AP, — is the Average Precision at loU threshold t; t €{0.50, 0.55, ..., 0.95}.

This metric is the primary benchmark used by the COCO evaluation protocol
[8]. In the context of quantization, mMAP@50-95 is more sensitive than mAP@50
because INT8 conversion can slightly shift predicted bounding box coordinates
without causing missed detections. Such shifts go unnoticed by mAP@50 but are
penalized by higher loU thresholds, making mAP@50-95 the preferred metric for
assessing quantization effects on both detection and localization quality.

Dataset preparation

The Maciullo dataset [9] provides 52 676 training images and 2 625 validation
Images with bounding box annotations. The dataset contains a single class — drone.
Its object size distribution follows the COCO size categories: 41% small objects,
36% medium objects, and 23% large objects [8]. The dataset was originally provided
in PASCAL VOC format and was converted to YOLO format for compatibility with
the Ultralytics library. It was selected because it covers all three COCO size
categories with sufficient sample counts, enabling a statistically meaningful size-
stratified evaluation.

The images were sourced from publicly available YouTube videos capturing
UAVs in real outdoor environments. This ensures diversity in background
conditions, lighting, weather, drone types, and shooting angles — factors that make
the dataset representative of real-world counter-drone detection scenarios. Drones
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appear at varying distances, resulting in a wide range of apparent object sizes across
the dataset.

The spatial distribution of bounding box centers (Fig. 1) (lower-left subplot)
shows that objects tend to concentrate in the upper-center region of the frame,
consistent with ground-based camera setups pointing toward the sky. The size
distribution (Fig. 1) (lower-right subplot) confirms that the vast majority of
annotated drones occupy a small area relative to the full image, with width and
height values clustered near zero — a direct visual confirmation that small object

detection dominates this task.
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Fig. 1 Training dataset label statistic

Experimental Setup

YOLO11n was selected as the base detector. This architecture comprises 182
layers, 2.59M parameters, and 6.4 GFLOPs. The model was trained for 100 epochs
with a batch size of 16, input resolution of 640%640 pixels, and MuSGD optimizer.
Training was conducted on an NVIDIA RTX 5070 Ti (16 GB VRAM). The
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following software stack was used: PyTorch 2.12 with CUDA 13.0, Ultralytics
8.4.61, and TensorRT 10.16.1.

After the training process, precision, recall, mAP, and loss metrics were

recorded and are shown in the following figure (Fig. 2).
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Fig. 2 Precision, recall, mAP and loss metrics

The normalized confusion matrix is shown in the following figure (Fig. 3).
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One of the validation batches is shown in the following figure (Fig. 4).
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Fig. 4 Predicted validation batch on FP32 weights

The trained FP32 weights were then exported to FP16 and INT8 TensorRT
engines. TensorRT is an NVIDIA inference optimization library that compiles
model-specific GPU kernels and supports FP16 and INT8 precision formats. For
INT8 export, post-training static calibration was performed using the validation
dataset to determine optimal scale and zero-point parameters for each layer. It
should be noted that TensorRT version 11.x with CUDA 13.0 is not compatible with
Ultralytics 8.4.61 at the time of writing; TensorRT 10.16.1 was used instead. To
ensure a fair latency comparison, FP32 weights were also exported to a TensorRT
engine. All three variants — FP32, FP16, and INT8 — were then evaluated on the
validation set using the same protocol, and the results are summarized in table below
(table 1).

Table 1
Quantization performance comparison (TensorRT GPU)
Metric FP32 FP16 INT8
mAP@50 0.903 0.903 0.791
MAP@50-95 0.449 0.449 0.344
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Continuation of table 1

Metric FP32 FP16 INT8
Precision 0.908 0.908 0.782
Recall 0.853 0.853 0.685
Speed, ms 1.85 1.61 1.87
Engine size, MB 13.3 7.3 17.0
developed by authors
Table 2
Size-stratified recall (IoU > 0.5, conf > 0.25)
Object size N (GT) FP32 FP16 INT8
Small (< 1024 px?) 1040 0.812 0.811 0.653
Medium (1024-9216 px?) 1013 0.849 0.850 0.640
Large (> 9216 px?) 810 0.956 0.954 0.873

developed by authors

Results analysis

Quantization performance table (table 1) shows the overall quantization
performance. FP16 conversion produces virtually no accuracy loss: mAP@50 drops
by 0.0% and mAP@50-95 by less than 0.1% relative to FP32. At the same time, the
FP16 engine size is 45.1% smaller (7.3 MB vs 13.3 MB), and inference latency
decreases by 12.9% (1.61 ms vs 1.85 ms). These results confirm that FP16 is a safe
guantization option for UAV detection: no accuracy cost, reduced memory
footprint, and moderate speed improvement.

INT8 conversion via TensorRT PTQ shows a substantially different picture.
MAP@50 drops by 12.4% (from 0.903 to 0.791) and mAP@50-95 drops by 23.4%
(from 0.449 to 0.344). Recall falls from 0.853 to 0.685, a reduction of 19.7%.
Notably, the INTS8 engine size (17.0 MB) is larger than both FP32 (13.3 MB) and
FP16 (7.3 MB) engines. This is a known characteristic of TensorRT compilation on
the RTX 5070 Ti (Blackwell sm_120 architecture): because the hardware is newly
released, TensorRT stores multiple kernel implementations per layer, inflating
engine size. Inference speed shows no improvement over FP32 (1.87 ms vs 1.85 ms)
for the same reason — optimized INT8 CUDA kernels for sm_120 are not yet fully
available at the time of writing.

Size-stratified recall table (table 2) reveals that INT8 degradation is not
uniform across object sizes. Large objects (area > 9216 px?) lose only 8.7% in recall
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(from 0.956 to 0.873), while medium objects (1024-9216 px?) lose 24.6% (from
0.849 to 0.640), and small objects (< 1024 px?) lose 19.5% (from 0.812 to 0.653).
This disparity confirms that INT8 PTQ disproportionately affects smaller targets.
Medium objects are impacted most severely, which can be attributed to the
sensitivity of the DFL (Distribution Focal Loss) detection head to weight precision
at the P4 feature scale. FP16 recall differences across all size bins remain below
0.2%, indicating that half-precision quantization preserves detection quality even
for the smallest objects.

A visual inference comparison across FP32, FP16, and INT8 models is
presented in (Fig. 4), illustrating detection differences on representative validation
images.

Fig. 4 Inference comparison between FP32 and INT8

| 182



June 12, 2026 « Chicago, USA |

Conclusions

This study investigated the effect of Post-Training Quantization (PTQ) on the
accuracy of YOLO11ln-based UAV detection, with particular focus on whether
guantization degrades detection performance differently across object size
categories defined by the COCO benchmark. The detector was trained on the
Maciullo quadcopter dataset [9] and exported to FP32, FP16, and INT8 TensorRT
engines for evaluation.

The results lead to the following conclusions. First, FP16 quantization is safe
for UAV detection: it introduces no measurable accuracy loss across any object size
category while reducing engine size by 45% and improving inference latency by
13%. FP16 is the recommended quantization format for edge deployment of YOLO-
based UAV detectors.

Second, INT8 PTQ via TensorRT produces substantial accuracy degradation
under the evaluated conditions: mMAP@50-95 drops by 23.4% and recall drops by
19.7% relative to FP32. This degradation is disproportionate across object sizes:
medium-sized targets suffer the largest recall drop (24.6%), followed by small
targets (19.5%), while large targets are least affected (8.7%). This confirms that
INT8 PTQ is particularly harmful for detecting small and medium UAVS, which
represent the most safety-critical scenario in counter-drone applications. It should
be noted, however, that the observed accuracy degradation may be partially
attributed to suboptimal TensorRT INT8 kernel support for the RTX 5070 Ti
(Blackwell sm_120) architecture under CUDA 13.0, rather than solely to
guantization itself. Future evaluations on more mature hardware-software
configurations are needed to isolate these effects.

Third, no inference speedup was observed for INT8 on the RTX 5070 Ti
(Blackwell sm_120) with TensorRT 10.16.1.

The main limitation of this study is that only a single model architecture
(YOLO11n) and a single dataset were evaluated. Future work should examine
whether the observed size-stratified degradation pattern holds for larger YOLO
variants, and whether Quantization-Aware Training (QAT) can recover INT8
accuracy on small UAV targets without sacrificing inference efficiency.
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